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MySQL Admin Cookbook 
MySQL is the most popular open-source database and is also known for its easy set up 
feature. However, proper confi guration beyond the default settings is still a challenge, 
along with some other day-to-day maintenance tasks such as backup and restoring, 
performance tuning, and server monitoring. 

This book provides both step-by-step recipes and relevant background information on 
these topics and more. It covers everything from basic to advanced aspects of MySQL 
administration and confi guration. All recipes are based on real-world experience and 
were derived from proven solutions used in an enterprise environment. 

What This Book Covers 
Chapter 1, Replication: In this chapter, you will see how to set up MySQL replication, 
useful for load balancing, online backups, and fail-over scenarios. Advanced replication 
scenarios using the blackhole engine and streaming slave deployment are discussed 
beyond the basic topics. 

Chapter 2, Indexing: You will be shown how to create, drop, and modify indexes, 
perhaps the most important means of optimizing your MySQL servers' performance. 
Fulltext indexing, clustered and non-clustered indexes are compared and presented with 
their respective strengths and typical use cases. Moreover, you will learn how to identify 
duplicate indexes, which can hinder your servers' performance. 

Chapter 3, Tools: This chapter will get you acquainted with the MySQL Administrator 
and Query Browser GUI Tools as well as the MySQL command-line client and how to 
use it in concert with external scripts and tools. You will also see how to create custom 
diagrams for MySQL Administrator and share connection profi les between  
multiple computers. 

Chapter 4, Backing Up and Restoring MySQL Data: In this chapter, we introduce the 
basic approaches to backing up your database and restoring data again. Advanced 
techniques like on-the-fly compression, point in time recovery, avoiding extended lock 
situations, backup in replication scenarios, and partial backup and restore  
are also covered. 

Chapter 5, Managing Data: You will learn some tricks beyond the basic SQL 
commands, which enable you to delete data in a highly efficient manner and insert data 
based on existing database content, and how to import and export data to and  
from your database. 

Chapter 6, Monitoring and Analyzing a MySQL Installation: We present approaches to 
monitoring table space usage, and how to use database metadata to your advantage. 
Typical performance bottlenecks and lock contention problems are discussed as well. 
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Chapter 7, Confi guring MySQL: This chapter deals with MySQL confi guration and 
how to best leverage available settings to their full potential. Table space management, 
pool sizing, and logging options are discussed along with platform-specific caveats and 
advanced installation scenarios, such as multiple instances on one server. 

Chapter 8, MySQL User Management: Management of MySQL user accounts is 
discussed in detail throughout this chapter. Typical user roles with appropriate privileges 
and approaches to restricting access sensibly are proposed. You will also learn how to 
regain access to your database in case the administrative user credentials are lost. 

Chapter 9, Managing Schemas: This chapter includes topics such as adding and 
removing columns to and from tables and choosing a suitable storage engine and 
character set for individual needs. Another recipe covers a technique to add a new 
primary key column to a table already filled with data. Ways to manage and automate 
database schema evolution, as part of a software life cycle are presented as well. And if 
you have always missed "ADD INDEX IF NOT EXISTS", you will find a  
solution to this, too. 

Appendix, Good to Know: In this fi nal part of the book you can find several things that 
can turn out useful in everyday situations, but did not fit the step-by-step recipe format 
naturally. Topics range from choosing character sets to getting the most out of 32 bit 
address space limitations. 
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2
Indexing

In this chapter, we will cover:

 Adding indexes to tables

 Adding a fulltext index

 Creating a normalized text search column

 Removing indexes from tables

 Estimating InnoDB index space requirements

 Using prefi x primary keys

 Choosing InnoDB primary key columns

 Speeding up searches for (sub)domains

 Finding duplicate indexes

 Introduction
One of the most important features of relational database management systems—MySQL 
being no exception—is the use of indexes to allow rapid and effi cient access to the enormous 
amounts of data they keep safe for us. In this chapter, we will provide some useful recipes for 
you to get the most out of your databases. 
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Infi nite storage, infi nite expectations
We have got accustomed to nearly infi nite storage space at our disposal—storing everything 
from music to movies to high resolution medical imagery, detailed geographical information, 
or just plain old business data. While we take it for granted that we hardly ever run out of 
space, we also expect to be able to locate and retrieve every bit of information we save in an 
instant. There are examples everywhere in our lives—business and personal:

 Your pocket music player's library can easily contain tens of thousands of songs and 
yet can be browsed effortlessly by artist name or album title, or show you last week's 
top 10 rock songs.

 Search engines provide thousands of results in milliseconds for any arbitrary search 
term or combination.

 A line of business application can render your sales numbers charted and displayed 
on a map, grouped by sales district in real-time.

 These are a few simple examples, yet for each of them huge amounts of data must be 
combed to quickly provide just the right subset to satisfy each request. Even with the 
immense speed of modern hardware, this is not a trivial task to do and requires some 
clever techniques.

Speed by redundancy
Indexes are based on the principle that searching in sorted data sets is way faster than 
searching in unsorted collections of records. So when MySQL is told to create an index on one 
or more columns, it copies these columns' contents and stores them in a sorted manner. The 
remaining columns are replaced by a reference to the original table with the unsorted data.

 This combines two benefi ts—providing fast retrieval while maintaining reasonably effi cient 
storage requirements. So, without wasting too much space this approach enables you to 
create several of those indexes (or indices, both are correct) at a relatively low cost.

 However, there is a drawback to this as well: while reading data, indexes allow for immense 
speeds, especially in large databases; however, they do slow down writing operations. In the 
course of INSERTs, UPDATEs, and DELETEs, all indexes need to be updated in addition to 
the data table itself. This can place signifi cant additional load on the server, slowing down 
all operations.

For this reason, keeping the number of indexes as low as possible is paramount, especially for 
the largest tables where they are most important. In this chapter, you'll fi nd some recipes that 
will help you to decide how to defi ne indexes and show you some pitfalls to avoid.

Storage engine differences
We will not go into much detail here about the differences between the MyISAM and the 
InnoDB storage engines offered by MySQL. However, regarding indexes there are some 
important differences to know between  MySQL's two most important storage engines. They 
infl uence some decisions you will have to make.
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MyISAM
In the fi gure below you can see a simplifi ed schema of how indexes work with the MyISAM 
storage engine. Their most important property can be summed up as "all indexes are created 
equal". This means that there is no technical difference between the primary and 
secondary keys. 

Index 1
(Primary Key)

ordered by
ISBN column

Index 2
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title column
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Row pointers from each index's entries point to
the actual data record. The more indexes are
defined, the more expensive INSERT, UPDATE
and DELETE become, because in addition to
the actual data table, all the indexes need to
be amended with the new entries and their
row pointers.

Finding an author through
IDX_AUTHOR is quick, because it
is sorted by the person's name.
The book details are then found
with a second step, following the
row pointer to the correct data
record.

MyISAM Indexing Schematics

 The diagram shows a single (theoretical) data table called books. It has three columns 
named isbn, title, and author. This is a very simple schema, but it is suffi cient for explanation 
purposes. The exact defi nition can be found in the Adding indexes to tables recipe in this 
chapter. For now, it is not important.

MyISAM tables store information in the order it is inserted. In the example, there are three 
records representing a single book each. The ISBN number is declared as the primary key for 
this table. As you can see, the records are not ordered in the table itself—the ISBN numbers 
are out of what would be their lexical order. Let's assume they have been inserted by someone 
in this order.
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Now, have a look at the fi rst index—the PRIMARY KEY.  The index is sorted by the isbn column. 
Associated with each index entry is a row pointer that leads to the actual data record in the 
books table. When looking up a specifi c ISBN number in the primary key index, the database 
server follows the row pointer to retrieve the remaining data fi elds. The same holds true for 
the other two indexes IDX_TITLE and IDX_AUTHOR, which are sorted by the respective fi elds 
and also contain a row pointer each.

Looking up a book's details by any one of the three possible search criteria is a two-part 
operation: fi rst, fi nd the index record, and then follow the row pointer to get the rest of the data.

With this technique you can insert data very quickly because the actual data records are 
simply appended to the table. Only the relatively small index records need to be kept in order, 
meaning much less data has to be shuffl ed around on the disk.

 There are drawbacks to this approach as well. Even in cases where you only ever want to look 
up data by a single search column, there will be two accesses to the storage subsystem—one 
for the index, another for the data. 

InnoDB
 However, InnoDB is different. Its index system is a little more complicated, but it has 
some advantages:

Secondary Index
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ordered by
title column

copy of primary
key value serves
as row pointer
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When querying for title and isbn
only, the query can be fulfilled by
looking at the IDX_TITLE index
alone, because the other
requested value - the isbn - is
contained in it. No second
access to the data area is
required. This is great for speed!

The secondary indexes use a copy
of the primary key value (isbn) from
the data area as a row pointer.
InnoDB does this automatically.
The longer the primary key, the
more space and resources the
secondary ones will require, as they
contain a copy of all the primary key
values. unique isbn

values are used
as primary keys

InnoDB tables are always stored in primary key order.
The primary key is called a "clustered" index, it is
clustered together with the rest of the data - no
pointers in between.
If there is no explicit primary key defined, InnoDB will
create a hidden numeric column for that purpose.

Inserts out of key order are more expensive in
InnoDB, because whole records need to be re-
arranged on disk when values need to be put
between two existing rows.

InnoDB Indexing Schematics

http://www.packtpub.com/mysql-admin-cookbook/book
http://www.packtpub.com/mysql-admin-cookbook/book
http://www.packtpub.com/mastering-phpmyadmin-3-1-fourth-edition/book


Buy MySQL Admin Cookbook ebook with Mastering phpMyAdmin 3.1 for Effective 
MySQL Management ebook and get 50% off both. Just enter sql31adm in the 
'Promotion Code' field and click 'Update' during checkout. Your discount will be applied. 
This offer is valid till 31st March 2010. Grab your copy now!!! 

 
 

 

For More Information: www.PacktPub.com/mysql-admin-cookbook/book 

 
Chapter 2

61

Primary (clustered) indexes
 Whereas in MyISAM all indexes are structured identically, InnoDB makes a distinction between 
the primary key and additional secondary ones.

 The primary index in InnoDB is a clustered index. This means that one or more columns 
of each record make up a unique key that identifi es this exact record. In contrast to other 
indexes, a clustered index's main property is that it itself is part of the data instead of being 
stored in a different location. Both data and index are clustered together.

An index is only serving its purpose if it is stored in a sorted fashion. As a result, whenever you 
insert data or modify the key column(s), it needs to be put in the correct location according to 
the sort order. For a clustered index, the whole record with all its data has to be relocated. 

That is why bulk data insertion into InnoDB tables is best performed in correct primary key 
order to minimize the amount of disk I/O needed to keep the records in index order. Moreover, 
the clustered index should be defi ned so that it is hardly ever changed for existing rows, as 
that too would mean relocating full records to different sectors on the disk.

Of course, there are signifi cant advantages to this approach. One of the most important 
aspects of a clustered key is that it actually is a part of the data. This means that when 
accessing data through a primary key lookup, there is no need for a two-part operation as 
with MyISAM indexes. The location of the index is at the same time the location of the data 
itself—there is no need for following a row pointer to get the rest of the column data, saving 
an expensive disk access.  

Looking up a book by ISBN in our example table simply means locating it quickly, as it is 
stored in order, and then reading the complete record in one go.

Secondary indexes
Consider if you were to search for a book by title to fi nd out the ISBN number. An index on 
the name column is required to prevent the database from scanning through the whole 
(ISBN-sorted) table. In contrast to MyISAM, the InnoDB storage engine creates secondary 
indexes differently. 

Instead of record pointers, it uses a copy of the whole primary key for each record to establish 
the connection to the actual data contents.

In the previous fi gure, have a look at the IDX_TITLE index. Instead of a simple pointer to the 
corresponding record in the data table, you can see the ISBN number duplicated as well. This 
is because the isbn column is the primary key of the books table. The same goes for the other 
indexes in the fi gure—they all contain the book ISBN number as well. You do not need to (and 
should not) specify this yourself when creating and indexing on InnoDB tables, it all happens 
automatically under the covers. 
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Lookups by secondary index are similar to MyISAM index lookups. In the fi rst step, the index 
record that matches your search term is located. Then secondly, the remaining data is 
retrieved from the data table by means of another access—this time by primary key.

As you might have fi gured, the second access is optional, depending on what information you 
request in your query. Consider a query looking for the ISBN numbers of all known issues of 
Moby Dick:

SELECT isbn FROM books WHERE title LIKE 'Moby Dick%';

Issued against a presumably large library database, it will most certainly result in an index 
lookup on the IDX_TITLE key. Once the index records are found, there is no need for another 
lookup to the actual data pages on disk because the ISBN number is already present in the 
index. Even though you cannot see the column in the index defi nition, MySQL will skip the 
second seek saving valuable I/O operations.

But there is a drawback to this as well. MyISAM's row pointers are comparatively small. The 
primary key of an InnoDB table can be much bigger—the longer the key, the more the data 
that is stored redundantly.

In the end, it can often be quite diffi cult to decide on the optimal balance between increased 
space requirements and maintenance costs on index updates. But do not worry; we are going 
to provide help on that in this chapter as well. 

General requirements for the recipes in this chapter
All the recipes in this chapter revolve around changing the database schema. In order to add 
indexes or remove them, you will need access to a user account that has an effective INDEX 
privilege or the ALTER privilege on the tables you are going to modify.   

 While the INDEX privilege allows for use of the CREATE INDEX command, ALTER is required 
for the ALTER TABLE ADD INDEX syntax. The MySQL manual states that the former is mapped 
to the latter automatically. However, an important difference exists: CREATE INDEX can only 
be used to add a single index at a time, while ALTER TABLE ADD INDEX can be used to add 
more than one index to a table  in a single go. 

This is especially relevant for InnoDB tables because up to MySQL version 5.1 every change 
to the defi nition of a table internally performs a copy of the whole table. While for small 
databases this might not be of any concern, it quickly becomes infeasible for large tables due 
to the high load copying may put on the server. With more recent versions this might have 
changed, but make sure to consult your version's manual.

In the recipes throughout this chapter, we will consistently use the ALTER TABLE ADD INDEX 
syntax to modify tables, assuming you have the appropriate privileges. If you do not, you will 
have to rewrite the statements to use the CREA TE INDEX syntax.
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Adding indexes to tables 
 Over time requirements for a software product usually change and affect the underlying 
database as well. Often the need for new types of queries arises, which makes it necessary to 
add one or more new indexes to perform these new queries fast enough.

In this recipe, we will add two new indexes to an existing table called books in the library 
schema. One will cover the author column, the other the title column. The schema and 
table can be created like this:

  mysql> CREATE DATABASE library;
  mysql> USE library;
  mysql> CREATE TABLE books (

  isbn char(13) NOT NULL,
  author varchar(64) default NULL,
  title varchar(64) NOT NULL,
  PRIMARY KEY  (isbn)
) ENGINE=InnoDB;

Getting ready
 Connect to the database server with your administrative account.

How to do it...
1. Change the default database to library:

USE library;

2. Create both indexes in one go using the  following command:

ALTER TABLE books ADD INDEX IDX_author(author), ADD INDEX IDX_
title(title); 

How it works...
 The ALTER table statement shown above is almost self-explanatory. The books table is 
altered to be indexed with individual indexes on the author and the title columns. Each 
index is given an easily recognizable name: IDX_author and IDX_title for the author 
and title columns respectively.

Index names are helpful when you later decide to remove an index from a table. Instead of 
listing all the columns again, you can just refer to the index name. 
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Index names

It is very common to name indexes with some sort of prefi x like IDX_ and 
then append the column name(s) the index spans. 

This is not strictly necessary and you might want to establish a different 
naming scheme. Whatever you choose, make sure you follow your scheme 
and assign names consistent with it for all your indexes.

There's more...
There are some more details worth knowing about when creating indexes on any given table.

Using MySQL Query Browser to generate the SQL statements
Setting up indexes can be done either through a command line as shown earlier or using an 
arguably more comfortable graphical tool like MySQL Query Browser. Especially when dealing 
with more complex table setups, the graphical presentation can provide additional clarity. Before 
applying any changes to your database, the product will display and allow you to copy or save the 
full SQL statement(s) that are equivalent to the changes you made in the graphical editor. 

This is very convenient because this way you can be sure not to make any mistakes 
concerning statement syntax, table, or column names. We usually make changes using 
MySQL Query Browser on a development or testing machine just to grab the SQL statements 
and put them into SQL update script fi les for later execution, for example, as a part of our 
software update routine. The following fi gure shows what the changes made in this example 
look like. Note that the generated statements contain all table and column names in backtick 
quotes. This is generally not required as long as those identifi ers do not collide with MySQL 
keywords—something you should avoid anyway. Also, the statements will be fully qualifi ed, 
which means the database name is put before the table name. This is also not strictly 
required if you set the default database to the right schema beforehand.
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Prefi x indexes
In the example above, we created an index with default settings. This will create an index that 
is usually "just right". You may, however, have special requirements or possess knowledge 
about the table data that cannot be derived from the schema defi nition alone, making a 
custom index a better choice than the default one.

 The detail most often changed in an index defi nition is the length of the index fi elds. MySQL 
provides support for so-called prefi x indexes. As the database does not know about the nature 
of the contents that are going to be stored in any particular column apart from the data type, 
it has no choice but to take the safe route and consider the full length of the column in its 
sorted index copy. 

For long columns in large tables, it can be a waste of space to copy the complete column 
values to the index, which in turn can have negative impact on performance just because 
there's more data involved.

You can aid the database to work more effi ciently with your domain knowledge. In the books 
example table the title can be up to 64 characters long. However, it is very unlikely that there 
will be a lot of books whose titles start alike and only differ in the last few characters. So, 
having the index cover the maximum length is probably not necessary for quick lookups. By 
changing the index creation statement to include a prefi x length (say 20 characters) for the 
column to be indexed, you can tell MySQL to only copy the fi rst 20 characters of the title to 
the index:  

ALTER TABLE books ADD INDEX IDX_title(title(20));
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As a result, the index will use less space—in terms of both disk usage and memory when used 
for queries. As long as the book title differs within the fi rst 20 characters, this index will be 
more effi cient than one covering the full column.

Even when there is a certain number of titles that are identical within this 20 character prefi x, 
the index will still be useful. This is because as long as MySQL can rule out all but a few 
records, having to look at the actual table data for the fi nal decision as to which rows fulfi ll the 
query conditions is still signifi cantly faster than having to scan the whole table with all books.

Unfortunately, there is no easy-to-use formula to determine the ideal prefi x length because it 
heavily depends on the actual data content. This is why by default the whole column is indexed.

Prefi x primary keys
Most documentation on indexing in some way or another covers the topic of prefi x indexes 
for text type columns, using only a portion at the beginning of column contents instead of the 
whole values for the actual index. 

 However, often this topic is presented in a way that might suggest this only works for 
secondary keys; but that is not true. You can also use a prefi x primary key, as long as the most 
important requirement of a primary key is not violated: the uniqueness of each key value must 
be guaranteed.

See also
 Estimating InnoDB index space requirements

 Removing indexes from tables

Adding a fulltext index
 Indexes are an important means of making sure a database performs well and responds 
quickly when queried. However, they can only live up to their full potential when applied to 
well-structured data. Unfortunately, not all information we would like to query can be made 
to fi t into regular relational database tables and columns.

 A prime example of this is free text. It does not follow any well-defi ned structure and does not 
lend itself to the principle by which regular indexes work. For example, a fulltext index allows 
querying for search terms no matter where in the indexed column they occur and not only at 
the beginning of the column as would be the case with normal indexes.

 Fulltext indexes require you to use a special syntax to express your queries. Querying with 
the LIKE keyword will not be accelerated by a fulltext index. In this recipe you will learn how 
to create a fulltext index on an existing database column. For the purpose of this example, 
we assume a fi ctional forum database with a posts table that in turn has a content column 
storing the actual text of a forum entry.
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InnoDB tables do not support fulltext indexing. This feature is only 
available for tables using the MyISAM storage engine.

Getting ready
Connect to the database using your administrative account. 

How to do it...
1. Change the default database to forum:

USE forum;

2.  Create the fulltext index using the following command:

ALTER TABLE posts ADD FULLTEXT INDEX IDX_content(content); 

How it works...
While regular indexes create ordered copies of the relevant columns to enable quick lookups, 
fulltext indexes are a more complicated matter. 

Dropping and recreating fulltext indexes for bulk data imports

  When (fi rst) inserting bulk data into a table, it is faster to fi rst drop an existing 
fulltext index and then later recreate it. This will speed up the data insertion 
signifi cantly because keeping the fulltext index up to date during data insert is 
an expensive operation.

There's more...
Here are some details that are important to know when including fulltext indexing in 
your applications. 

Please be aware that changes to any of the parameters that follow require a 
rebuild of any fulltext index that was created before the change!

See the MySQL online manual at http://dev.mysql.com/doc/
refman/5.1/en/fulltext-fine-tuning.html for more details. 
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Case sensitivity
Fulltext index queries are usually run in a case-insensitive way. If you need case-sensitive 
fulltext search, you will have to change the collation of the affected underlying columns to 
a binary variant. 

Word length
 When a fulltext index is created, only words within a confi gurable range of lengths are 
considered. This helps to prevent acronyms and abbreviations being included in the index. You 
can confi gure the acceptable length range using the ft_min_word_len and ft_max_word_
len variables. The default value for the minimum length is 4 characters.

Stopwords
In every language, there are many words that are usually not wanted in fulltext search 
matching. These so called stopwords might be "is, a, be, there, because, done" among others. 
They appear so frequently in most texts that searching for them is hardly useful. To conserve 
resources, these stopwords are ignored when building a fulltext index. MySQL uses a default 
stopword list that defi nes what is to be ignored, which contains a list of about 550 English 
stopwords. You can change this list of stopwords with the ft_stopword_file variable. It 
takes a fi lename with a plain text fi le containing the stopwords you would like to use. Disabling 
stopwords can be achieved by setting this variable to an empty string. 

Ignoring frequent words
Frequent words will be ignored: if a search term is present in more than half of the rows 
searched, it will be considered a stopword and effectively ignored. This is useful especially 
in large tables; otherwise you would get half of the table as query hits, which can hardly be 
considered useful. 

When experimenting with fulltext search, make sure you have a reasonably 
large dataset to play with. Otherwise you will easily hit the 50 percent mark 
described above and not get any query results. This can be confusing and will 
make you think you did something wrong, while in fact everything is perfectly 
in order.

Query modes
 Apart from the default human query mode you can use a boolean query mode, which enables 
special search-engine-like operators to be used—for example, the plus and minus signs to 
include or exclude words in the search.

This would allow you to use query terms such as '+apple -macintosh' to fi nd all records 
containing the word apple, but not the word macintosh.
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For all the possible operators, have a look at the MySQL online manual at 
http://dev.mysql.com/doc/refman/5.1/en/fulltext-boolean.html

Sphinx
MySQL's built-in fulltext search is only available for MyISAM tables. In particular, InnoDB is 
not supported. If you cannot or do not want to use MyISAM, have a look at Sphinx—an open 
source, free fulltext search engine that was designed to integrate nicely with MySQL. See 
http://sphinxsearch.com/ for more information. 

Se e also
 Removing indexes from tables

Creating a normalized text search column
Usually, regular and fulltext indexing as supported by MySQL are suffi cient for most use cases. 
There are, however, situations where they are not perfectly usable:

 InnoDB tables cannot use fulltext indexes. At the time of writing there were no signs 
of this changing in the foreseeable future.

 There are different ways to spell the search terms

Especially in non-English speaking countries, a problem often arises that does not surface as 
often in American or British environments. Words in the English language consist of the letters 
from A to Z without diacritics. From a software development perspective this is a welcome 
simplifi cation because it allows for simpler implementations.

One problem you are often faced with German, for example, is different ways to spell the 
same word, making it complicated to formulate suitable search terms. 

 Consider the German words "Dübel" (dowel) and "Mörtel" (mortar). In a merchandise 
management database you might fi nd several variants of similar products, but each could be 
spelled in different ways:

productID name stock

12352323 DÜBEL GROß 22 76

23982942 "Flacher-Einser" Mörtel 23

29885897 DÜBEL GROSS 4 44

83767742 Duebel Groß 68 31
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As an end user of the corresponding application searching for those becomes cumbersome 
because to fi nd exactly what you are looking for you might have to attempt several searches.

In this recipe, we will present an idea that needs some support on the application level but 
will allow you to use simple regular indexes to quickly search and fi nd relevant records in 
situations like the above.

To implement the ideas presented in this recipe, modifi cations to the 
software accessing the database as well as the table defi nition will be 
necessary. We advise that this is a process that usually entails a higher 
complexity and increased testing efforts than simply adding an index.

Getting ready
 To implement the ideas presented here, you will need to connect to the database server with 
your administrative account for the schema modifi cations. Because apart from the database 
modifi cations application program code changes will be necessary as well, you should contact 
an application developer.

In the example, we are going to assume a table defi nition as follows:

  CREATE TABLE products (
  productID int(11) NOT NULL,
  name char(30) default NULL,
  stock int(11) default NULL,
  PRIMARY KEY  (productID)

  ) ENGINE=InnoDB

How to do it...
1. Connect to the database server using your administrative account and make test 

the default schema:

use test;

2.  Add a new column norm_name to the products table:

mysql> ALTER TABLE products ADD COLUMN norm_name CHAR(90) AFTER 
name;

The column needs to be at least as long as your original column. Depending on the 
character mapping rules you are going to implement, the projected values might take 
up more space. 

3. Defi ne an index on the new column. Make sure it is not set to UNIQUE:

mysql> ALTER TABLE products ADD INDEX IDX_norm_name (norm_name);
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4. Optionally, consider dropping an existing index on the original column. Also, consider 
modifying other indexes currently containing the original column to include the new 
one instead.

Implement the replacement algorithm depending on your language. For German 
language substitutions, the following substitutions could be used. This is just an 
excerpt from the Transformers.java class you can fi nd on the book's website.

    private static String[] replacements = {

    "ä", "ae",    "null", "0",    ":", "",

    "ö", "oe",    "eins", "1",    ":", "",

    "ü", "ue",    "zwei", "2",    ".", "",

    "ß", "ss",    /* ... */       "-", "",

    " ", "",       "neun", "9",    ",", "",

    // ... further replacements...

    };

5.  Modify your application code to use the new mapping function and issue queries 
against the new norm_name column where previously the original name column was 
used. Depending on how you decide to expose the search features to your end users, 
you might want to make searching the new or the old column an option.

6. Modify your application code to update the new column parallel to the original 
one. Depending on the application scenario, you might decide to only update the 
normalized search column periodically instead.

7. Before handing out a new version of your software containing the new code, make 
sure the normalized search column gets populated with the correct values.

8. Optionally, declare the new column NOT NULL, after it has been initially fi lled.

How it works...
 By implementing the mapping algorithm, we make the application think about the different 
ways to spell things, not the end user. Instead of creating all possible variants, which could 
become a large set of permutations depending on the length and content of the original 
input, we project the search terms to a normalized form for both the original data and later 
for queries issued against it. As both use the same mapping functions, only a single—index 
supported—query against MySQL is needed. The application of course usually never reveals 
these internals. The person in front of the computer will just be pleased to fi nd the desired 
records easily.

The mapping rules from input to search terms depend on the language and application-
specifi c needs. For German words, they are rather short—only the umlaut characters need to 
be transformed to a normalized form. Other languages might require more complex rules.
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In the example code earlier, we also transform the input to lowercase and remove several 
special characters like dashes and colons, and also the whitespace. For the sample data set 
of products we used, this is the result of the transformation:

productID Name name_nrm stock

12352323 DÜBEL GROß 22 duebelgross22 76

23982942 "Flacher-Einser" Mörtel fl acher1ermoertel 23

29885897 DÜBEL GROSS 4 duebelgross4 44

83767742 Duebel Groß 68 duebelgross68 31

 Now instead of querying the original data column, we ask the database to search for the 
transformed representation of the search terms in the additional norm_name (normalized) 
column. For this it can use regular indexes and provide results quickly and effi ciently.

Note that the Transformer.java code available from the book's website is nowhere near 
production quality but only serves for demonstration purposes. It does not, for example, contain 
any error checking or exception handling and the mapping algorithm is very simple, too.

There is more...
If you do not care about international specialties but still want to improve user experience by 
allowing for less strict searches, you might want to have a look at the SOUNDEX() function. 
It is designed to work for English language words only and allows you to query for results that 
sound like the search terms.

However, note that the results of using it may not be what you expect—opinions on the 
Internet range from extreme enthusiasm to complete disappointment. You can fi nd its 
documentation at http://dev.mysql.com/doc/refman/5.1/en/string-functions.
html#function_soundex.

Remo ving indexes from tables
Once-useful indexes may become obsolete as requirements change with the evolving 
database. In this chapter, we will show you how to get rid of the IDX_author index created in 
the Adding indexes to tables recipe.

Getting ready
Connect to the database server with your administrative account.
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How to do it...
 1. Change the default database to library:

USE library;

2. Drop the IDX_author index using the following command:

ALTER TABLE books DROP INDEX IDX_author; 

How it works...
 Using the ALTER TABLE statement, we tell the database that we want to remove (DROP) the 
index named IDX_author from the books table.

There's more...
As with the creation of new indexes, you can drop multiple indexes at once using the ALTER 
TABLE statement by simply adding more DROP INDEX clauses, separated by comma. If you 
were to delete both indexes defi ned in Adding indexes to tables, you could use this statement:

ALTER TABLE books DROP INDEX IDX_author, DROP INDEX IDX_title;

See also
 Adding indexes to tables 

Es timating InnoDB index space 
requirements

While indexes might very well be the single most important key in database performance 
tuning, they come at the price of redundancy.

There are two main disadvantages tightly connected to redundant data storage:

 The danger of inconsistencies between the redundant copies of data that should be 
at all times identical.

 Increased storage and memory consumption because the same data is 
physically duplicated.

 Fortunately, the former is a non-issue with indexes. As the database server takes care of 
keeping data and indexes consistent without human intervention, you cannot get into a 
situation where two columns that should contain equal data at all times are out of sync due to 
programming errors or the like. This is usually a problem when violating normalization rules.
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In contrast to that, there is no way to prevent the latter disadvantage. We need to store 
multiple copies if we want different sort orders for quick lookups. What we can do, however, 
is to attempt to minimize the negative effect by trying to limit the amount of duplicated 
information as far as possible.

The employees database is an open source test database available for 
free. It contains examples for many MySQL features including large tables, 
foreign key constraints, views, and more. It can be found along with some 
documentation at http://dev.mysql.com/doc/employee/en/
employee.html.

In the example below, we assume the existence of the employees test database with an 
employees table defi ned as follows:

  CREATE TABLE employees (
  emp_no int(11) NOT NULL,
  birth_date date NOT NULL,
  first_name varchar(14) NOT NULL,
  last_name varchar(16) NOT NULL,
  gender enum('M','F') NOT NULL,
  hire_date date NOT NULL,
  PRIMARY KEY (emp_no)

  ) ENGINE=InnoDB DEFAULT CHARSET=latin1; 

We will add an index each to the last_name and the first_name columns and try to 
predict the necessary space.

Please note that the results will never be exact. The storage requirements—
especially of text-value table columns    (VARCHAR, TEXT, CHAR, and so 
on)—can be diffi cult to determine because there are multiple factors that 
infl uence the calculation. Apart from differences between storage engines, 
an important aspect is the character set used. For details refer to the 
online manual for your server version: http://dev.mysql.com/doc/
refman/5.1/en/storage-requirements.html.

Moreover, it is not possible to fi nd out the exact size even for existing indexes 
because MySQL's SHOW TABLE STATUS command only gives approximate 
results for InnoDB tables.
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Getting ready...
 Connect to the database server with your administrative account. 

How to do it...
1. Find out the size of one primary key entry.

To do so, look at the primary key defi nition in the table structure. Add the sizes of all 
primary key columns as documented in the MySQL Online Manual. In the example, 
the INT column takes 4 bytes. Write this number down.

2. Determine the size of each column to be included in the new indexes and add them 
up per index. In the example, both first_name and last_name are VARCHAR 
columns—this means their lengths are not fi xed as with the INT type. For simplicity, 
we will assume completely fi lled columns, meaning 14 bytes for first_name and 16 
bytes for the last_name column.

3. For each index, add the lengths of all relevant columns and the size of the primary 
key. In our example, this gives the following results:

Index Column size Primary Key 
Size

Index Record 
Size

IDX_FIRST_NAME 14 4 18

IDX_LAST_NAME 16 4 20

The rightmost column contains the pure data size of a single index record including 
the implicit primary key.

 4. Multiply the size per index record with the number of rows in the table:

Index Rows Index record 
size

Est. index size

IDX_FIRST_NAME 300024 18 5400432

IDX_LAST_NAME 300024 20 6000480

The rightmost column contains the estimated size of the index, based on the current 
number of records, and the overhead taken by InnoDB to internally organize and store 
the data.
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How it works
In the previous steps, we simply added up the sizes of all columns that will form a secondary 
index entry. This includes all columns of the secondary index itself and also those of the 
primary key because, as explained in the chapter introduction, InnoDB implicitly adds those to 
every index.

Internally, the server of course needs a little more than just the raw column contents—all sorts 
of management overhead (such as column widths, information on which columns can be null, 
as well as some constant overhead) add to the required space. Calculating these in detail 
is complicated and error-prone because they rely on many parameters and implementation 
details can change between MySQL versions. This is not required, however, because our aim 
is a ballpark number. As table contents often change quickly, exact numbers would not be 
valid for long.

You can see this in our example—the values are too low. In reality, you will need to experiment 
with these values. You are usually going to be on the safe side when you multiply your results 
with a factor of 1.5 to 2.5.

You will fi nd that depending on the lengths of the columns indexed and those that make up 
the primary key, the accuracy of the estimates can vary. 

There's more...
Predicting space requirements is not an exact science. The following items are intended to 
give some more hints on what you might want to think about.

Considering actual data lengths in your estimate
 When adding an index to an existing column, you can try to use the average length of the 
column values:

SELECT AVG(LENGTH(first_name)) AS avg_first, AVG(LENGTH(last_name)) AS 
avg_last FROM employees;

For the sample data the results are:

avg_fi rst avg_last

6.2157 7.1539 

Round this up to the next integer (7/8). Note that especially for short columns like this, the 
estimates can be much less reliable because relative to internal database overhead data size 
is less signifi cant. This is why in the recipe earlier we went with declared maximum length of 
the VARCHAR columns instead.
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Minding character sets
For columns storing text information—such as CHAR and VARCHAR, VARBINARY, and 
TEXT—the storage requirements depend on the character set used for the text inside. 
For most English-speaking countries, this is something like the Latin-1 character set, which 
uses a single byte per character of text. However, in international environments, this encoding 
is hardly suffi cient. To accommodate German text, for example, you need some special 
characters—not to mention Chinese, Japanese, or other non-Latin languages.

MySQL supports different character sets on a per column basis. However, often you will defi ne 
a default character set for a database including all its tables and their columns.

When estimating index (and data) sizes for Unicode-aware columns (MySQL supports 
UTF-8 and UCS2 character sets for this purpose), you need to take into account that those 
may require more than a single byte per character. The very popular UTF-8 encoding uses 
between 1 and 4 (even though 4 are only used in very special cases) bytes per character. 
UCS2 has a constant size of 2 bytes per character. For details on how UTF-8 works, 
see http://en.wikipedia.org/wiki/UTF-8.

Using p refi x primary keys
In this example we will add indexes to two tables that are almost identical. The only difference 
will be the defi nition of their primary keys. You will see the difference in space consumption 
for secondary indexes between a regular full column primary key and a prefi x primary key. 
The sample table structure and data are designed to demonstrate the effect very evidently. 
In real-world scenarios the effect will most certainly be less severe.

Getting ready...
Connect to the database server with your administrative account. 

How to do it...
1.  Download the sample script for this chapter from the book's website and save 

it to your local disk. In the example below, we will assume it is stored in /tmp/
idxsizeestimate_sample.sql.

2. Create a new database and make it the default database:

CREATE DATABASE pktests;

USE pktests;

3. Import the sample data from the downloaded fi le. When done, you will be presented 
with some statistics about the two tables loaded. Note that both tables have an Index 
Length of 0.

SOURCE /tmp/idxsizeestimate_sample.sql;
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4. Now with the sample tables present, add an index to each of them:

ALTER TABLE LongCharKey ADD INDEX IDX_PAY_10(Payload(10)); 

ALTER TABLE LongCharKey10 ADD INDEX IDX_PAY_10(Payload(10));

5. Display the data and index sizes of the tables now:

SHOW TABLE STATUS LIKE 'LongCharKey%';

6. Add another index to each table to make the difference even more evident:

ALTER TABLE LongCharKey ADD INDEX IDX2_PAY_10(Payload(10)); 

ALTER TABLE LongCharKey10 ADD INDEX IDX2_PAY_10(Payload(10));

7. Display the data and index sizes of the tables again and compare with the previous 
values:

SHOW TABLE STATUS LIKE 'LongCharKey%';

Name Rows Data Length Index Length Index/Data Ratio

LongCharKey 50045 30392320 28868608 94.99%

LongCharKey10 50045 29949952 3178496 10.61%

With the second index added, the difference in index length becomes even clearer. 

How it works...
Executing the downloaded script will set up two tables with the following structures: 

   CREATE TABLE `LongCharKey` (
  `LongChar` char(255) NOT NULL,
  `Payload` char(255) DEFAULT NULL,
   PRIMARY KEY (`LongChar`)

   ) ENGINE=InnoDB DEFAULT CHARSET=latin1;

   CREATE TABLE `LongCharKey10` (
  `LongChar` char(255) NOT NULL,
  `Payload` char(255) DEFAULT NULL,
   PRIMARY KEY (`LongChar`(10))

   ) ENGINE=InnoDB DEFAULT CHARSET=latin1;

The two tables are almost identical, except for the primary key defi nition. They are pre-fi lled 
with 50,000 records of sample data.

The tables are populated with exactly the same 50,000 records of pseudo-random data. The 
Payload column is fi lled with sequences of 255 random letters each. The LongChar column 
is fi lled with a sequential number in the fi rst 10 characters and then fi lled up to use all 
remaining 245 character with the same sort of random data.
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SELECT LEFT(LongChar,20), LEFT(Payload, 20) from LongCharKey LIMIT 5;

LEFT(LongChar,20) LEFT(Payload, 20)

0000000000KEAFAYVEJD RHSKMEJITOVBPOVAGOGM

0000000001WSSGKGMIJR VARLGOYEONSLEJVTVYRP

0000000002RMNCFBJSTL OVWGTTSHEQHJHTHMFEXV

0000000003SAQVOQSINQ AHDYUXTAEWRSHCLJYSMW

0000000004ALHYUDSRBH DPLPXJVERYHUOYGGUFOS

While the LongKeyChar table simply marks the whole LongChar column as a primary key with 
its entire 255 characters length, the LongCharKey10 table limits the primary key to the fi rst 
10 characters of that column. This is perfectly fi ne for this table, because the test data was 
crafted to be unique in this range.

 Neither one of the two tables has any secondary indexes defi ned. Looking at some relevant 
table data shows they are equally big (some columns left out for brevity):

SHOW TABLE STATUS LIKE 'LongCharKey%';

Name Rows Data Length Index Length

LongCharKey 50045 30392320 0

LongCharKey10 50045 29949952 0

With each index added, the Index Length for the fi rst table will increase signifi cantly, while for 
the second one its growth is much slower.

In case of the LongCharKey table, each secondary index record will carry around with it a 
complete copy of the LongChar column because it is the primary key without limitation. 
Assuming a single byte character encoding, this means every secondary index record is blown 
up in size by 255 bytes on top of the 10 bytes needed for the actual index entry. This means a 
whole kilobyte is spent just for the primary key reference for every 4 records!

In contrast to that, the primary key defi nition of the LongCharKey10 table only includes the 
leading 10 characters of the LongChar column, making the secondary index entry 245 bytes 
shorter and thereby explaining the much slower growth upon adding further indexes.
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Choosing InnoDB primary key columns
In the chapter introduction we promised to shed some light on how to choose your InnoDB 
primary key columns sensibly. Be advised that choosing good primary key columns is not 
an exact science—there are multiple aspects that infl uence this decision. Depending on 
your needs and preconditions you will want to prioritize them differently from one table to 
the next. Consider the following as general advice rather than hard rules that must be 
obeyed unconditionally.

Getting ready
In order to make reasonable decisions on primary key columns, it is important to have a 
very clear understanding of what the data looks like in the table at hand. If you already have 
existing data that is to be stored in an InnoDB table—for example in MyISAM format—it can be 
helpful to compare it with the criteria below. 

If you are planning a new schema, you might have to guess about some characteristics of the 
future data. As is often the case, the quality of your choices is directly proportional to how 
good those guesses are.

This recipe is less strict step-by-step instructions that must be followed from top to bottom 
and should be considered a list of properties a good primary key should have, even though 
you might decide some of them do not apply to your actual environment. As a rule of thumb, 
however, a column that fulfi lls all or most of the attributes described below is most probably 
a sensible choice for a primary key. See the How it works... section for details on the 
individual items.

How to do it...
1.  Identify unique attributes: This is an absolute (technical) requirement for primary 

keys in general. Any data attribute that is not strictly guaranteed to be free of 
duplicates cannot be used alone as a primary key. 

2. Identify immutable attributes: While not absolutely necessary, a good primary key is 
never changed once it has been assigned. For all intents and purposes, you should 
avoid columns that have even a small chance of being changed for existing records. 

3. Use reasonably short keys:  This is the "softest" criterion of all. In general, longer keys 
have negative impacts on overall database performance—the longer the worse. Also, 
consider a prefi x primary key. See Using prefi x primary keys earlier in this chapter for 
more information.

4. Prefer single-column keys: Even though nothing prevents you from choosing 
a composite primary key (a combination of columns that together form the 
uniqueness), this can easily become a hassle to work with, especially when handling 
foreign keys. 
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5. Consider the clustered index nature of the primary key: As InnoDB's primary key is 
also clustered, you should take this special nature into account as well. It can speed 
up read access a lot, if you often have to query for key ranges, because disk seek 
times will be minimized.  

How it works...
In the following sections, we will try to shed some light on what each step of the recipe is 
concerned with in a little more detail. 

Uniqueness
An absolute requirement for primary keys is their uniqueness. Every record in your table 
will have to have a distinct value for primary keys. Otherwise, neither MySQL nor any other 
database product for that matter could be sure about whether it was operating on exactly 
the right rows when executing your queries. 

Usually, most entities you might want to store in a relational database have some sort of 
unique characteristics that might be a suitable Primary key. If they do not, you can always 
assign a so-called surrogate key for each record. Often this is some sort of unique numeric 
value, either generated by an application working on top of the database or MySQL itself using 
an AUTO_INCREMENT column.

Immutability
Primary key columns should generally be (virtually) immutable, that is, under no circumstances 
should you have to modify their values, once they are inserted into the database. 

In our books example, the ISBN number cannot be changed once a book has been published. 
The same would apply for a car's chassis number. 

Technically, of course, they can be changed after their creation. However, this will be very 
diffi cult to perform in practice, once the original value has been used to establish foreign key 
relationships between tables. In these cases, you will often have to revert to complicated and 
even unsafe methods (risking data inconsistencies) to perform the changes.

Moreover, as the primary key is stored as a clustered key in InnoDB, changing its value will 
require the whole record—including all columns—to be moved to its new location on disk, 
causing additional disk I/O. 

Note that sometimes columns that may at fi rst seem constant over time really are not. For 
example, consider a person's social security number. It is designed to be unique and can 
never change or be reassigned to a different human being. Consequentially, it would seem 
like a good choice for primary key in a table of people.
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But consider that in most cases data will be entered into the database manually—be it 
through forms, text fi le imports, among others. In some form or another, someone will have 
typed it in through a keyboard.

Manual input is by defi nition an error prone process. So you might end up with a person's 
record that has two digits transposed in their primary key social security number without 
immediately knowing it. Gradually, this wrong value will spread through your database—it will 
be used in foreign key relationships, forming complex data structures. When you later fi nd out 
about the error—for example, because another person who really owns that number needs to 
be inserted—then you are facing a real problem.

Unless you are absolutely and positively sure a value can never change once it has been 
assigned to a record, you should consider adding a new column to your table and use a 
surrogate key, for example, an auto-incrementing number.

Key length
There are several reasons for keys being as short as possible. InnoDB basically only uses one 
single large heap of memory—the buffer pool—for its caching purposes. It is used for both row 
and index data, which are stored as memory cached copies of individual pages straight from 
the tablespace data fi les.  The shorter each key value is, the more of them fi t into a single 
data page (the default size is 16 KB). For an index with 16 bytes per index value, a single 
page will contain about a thousand index entries. For an index with only 8 bytes per entry, 
twice as many values can be cached in the same amount of space. So to utilize the effects 
of memory-based caching, smaller indexes are better.

For the data record as a whole there might not be much of a difference between 8 or 16 bytes 
compared with the overall record length. But remember (or refer to the chapter introduction 
if you don't) that the primary key length is added to each secondary index's length again. For 
example, a secondary index on an 8 byte fi eld will actually be 16 bytes long if the primary key 
also has 8 bytes per entry. A 16 KB data page would provide space for roughly 1,000 index 
entries in this scenario. If the primary key is 16 bytes long, it would only be suffi cient for about 
680 entries, reducing the effectiveness of cache memory.

Single column keys
 Depending on the data you intend to store in an InnoDB table, you might consider using a 
composite primary key. This means that no single column's value alone uniquely identifi es a 
single record but only the combination of several independent columns allows uniqueness. 
From a technical point of view, this is perfectly feasible and might even be a good choice from 
a semantic point of view.
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However, you should very carefully weigh the alternatives because composite keys can quickly 
become a burden. The more secondary tables defi ne foreign key relationships with a table 
using a composite primary key, the more complicated your queries will become because 
whenever you join the two, you have to defi ne a join condition on at least four columns. For 
more complex queries with multiple joins, this quickly becomes very hard to maintain and 
therefore, carries a great risk of errors that might be hard to fi nd.

In addition, you also have to consider the increased size of each key entry and that the sizes 
of all the participating columns must be added.

As general advice, you should defi nitely consider using a surrogate key when you cannot fi nd 
any candidate that fulfi lls the other criteria just discussed.

Clustered Index
 As data is physically stored on disk in the order of the clustered key, similar key values end up 
in neighboring locations. This makes clustered indexes very effi cient for queries that retrieve 
ranges of records by this key. If, for example, the clustered key is a timestamp of some sort, 
retrieving all records within a contiguous timespan is likely to require relatively little physical 
disk I/O because ideally all requested result rows are stored in the same data page, therefore 
only needing a single read operation (which might even be cached). Even if multiple pages 
had to be read, this will only require a sequential read operation, which leverages linear disk 
read performance best.

Unfortunately, InnoDB does not allow a non-primary key to be clustered—other DBMS do—so 
you have to weigh the alternatives and maybe live with a compromise when deciding on the 
primary key for your InnoDB t ables.

Speeding up searches for (sub)domains
In a column with domain e-mail addresses, searching for all addresses of a given domain is a 
non-trivial task performance-wise. Given the following table structure, the only way to fi nd all 
addresses @gmail.com is to use a LIKE query with a wildcard:

SELECT * FROM clients WHERE email LIKE '%@gmail.com';

Of course, storing the address and domain parts in separate columns would solve this 
particular problem. But as soon as you were asked for a quick way to fi nd all clients with an 
e-mail address from a British provider, you would be out of luck again, resorting to :

SELECT * FROM clients WHERE maildomain LIKE '%.co.uk';

Both queries would cause a full table scan because no index can support the wildcard at the 
beginning of the search term.
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In this recipe, you will be given a simple but effective approach to enable the use of indexes 
for both of the problems just presented. Notice that you will need to make minor adjustments 
to the queries sent against the database. This might involve some code adjustments in 
your application.

Getting ready
To implement the ideas presented here, you will need to connect to the database server 
with your administrative account for the schema modifi cations.  Apart from the database 
modifi cations, application program code changes will be necessary as well and you should 
contact an application developer.

How to do it...
1.  Identify which column is currently used to store domain-related data. In the example, 

we will be using the maildomain column of the clients table.

2. Update this column and reverse the contents of the fi eld like this:

UPDATE clients SET maildomain=REVERSE(maildomain);

3. If not already set up, add an index to the column:

ALTER TABLE clients ADD INDEX IDXR_MAILDOMAIN(maildomain);

4. Change all queries in your application as follows:

Before:

SELECT name, maildomain FROM clients WHERE maildomain LIKE
 '%.co.uk';

After:

SELECT name, REVERSE(maildomain) AS maildomain FROM clients WHERE
 maildomain LIKE REVERSE('%.co.uk');

The point here is to reverse the search condition as well as the column in the column 
list. SELECT statements using the star placeholder instead of column names need to 
be rewritten to reverse the maildomain column.

How it works...
Indexes are designed to speed up queries by sorting the relevant column contents, which 
makes fi nding records with a given search prefi x easy. 

Searching for all people whose name starts with an "S", for example, is supported by this 
technique. The more characters you provide the more specifi c the search gets, again 
supported ideally by an index.
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Domain names are a different story, however, because those belonging together do not share 
a common prefi x but suffi x. There is no immediate way of telling MySQL to create an index 
supporting this kind of data.

The fi rst idea that comes to mind to work around this would be to use a query along the 
lines of:

        SELECT * FROM clients
        WHERE REVERSE(maildomain) LIKE 'ku.oc.%';

Unfortunately, MySQL—in contrast to other DBMS—can neither use indexes in conjunction with 
functions like REVERSE() nor create an index based on a function in the fi rst place. Instead, 
it resorts to full-table scans to fi nd the results as soon as it encounters a function call applied 
to a column in a query's WHERE clause. In this case, the REVERSE() function is applied to the 
maildomain column.

With a minor adjustment to the way data is stored, this limitation can be alleviated, however: 
store the data backwards in the fi rst place!

When inserting new data into the table, we reverse it fi rst:

        INSERT INTO clients (maildomain, …)
        VALUES (REVERSE('example.co.uk'), …);

When retrieving data later, we just need to reapply the same function to get back at the 
original data:

        SELECT REVERSE(maildomain) FROM clients
        WHERE maildomain LIKE REVERSE('%.co.uk');

As now the query condition does not contain a function call on a column anymore, MySQL is 
happy to use an index on the maildomain column to speed up the search.

It might seem odd at fi rst that now even with two calls to the REVERSE() function this query 
can in fact use an index.  

The key point is that MySQL does not have to apply the function on any 
column data but only on the constant condition (the '%.co.uk' string) 
and later—when the rows have already been fetched—on the already retrieved 
reverse column content of maildomain. Both of these are not a problem for 
index use.

The query is really executed in two phases. In the fi rst phase, MySQL will have a look at the 
condition and check if it can replace any function call with constants. So, when we write;

        SELECT REVERSE(maildomain) FROM clients 
        WHERE maildomain LIKE REVERSE('%.co.uk');
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after the fi rst phase, internally the query looks like this:

         SELECT REVERSE(maildomain) FROM clients
         WHERE maildomain LIKE 'ku.oc.%';

In this query, there is no function call left in the condition. So the index on the maildomain 
column can be used, speeding up the execution as desired.

There's more...
If your application typically issues queries that need to retrieve contiguous ranges of 
domains—as in the preceding example—you might consider using the reversed domain name 
as primary (and therefore clustered) key. 

The advantage would be that the related records would be stored closely together on disk, in 
the same or adjacent data pages.

However, updating an existing table on its primary key column can be both 
very time consuming, as all data rows need to be physically rearranged, and 
sometimes complicated to do when foreign key constraints are in place.

See also
 Choosing InnoDB primary  key columns

Finding duplicate indexes
Over time database schemata are subject to changes such as index additions and deletions. 
It is not uncommon to end up with multiple indexes that are equivalent in terms of query 
execution but might be defi ned with different names or even different columns.

This duplication of indexes has negative consequences for your database:

 Increased size: The more the indexes, the bigger the database.

 Lower performance: Each index has to be updated on modifi cations of the respective 
table, wasting precious I/O and CPU resources. 

 Increased schema complexity: Schema maintenance and understanding of the 
tables and relationships gets more complicated.

For those reasons, you should be concerned about superfl uous indexes.

In this recipe, we will present a way to quickly fi nd out which indexes can be dropped from a 
table as they are functionally equivalent (if not necessarily formally identical) to another one.
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Getting ready
In order to run the program presented here, you will need a Java Runtime Environment (JRE or 
just Java) installed. You can download it for free from http://www.java.com. 

Download the Index Analyzer for MySQL from the book's website.  

You will also need login credentials with administrative privileges for the server and the 
database you want to analyze.

How to do it...
1. Launch the downloaded application by double-clicking its icon. The connection 

window will appear.

2. Enter the connection data for your MySQL server and specify the database to check. 
If you like, you can store these settings for later use.

3. Hit the Connect button. The analysis will begin. Stand by—this might take a minute or 
two, depending on the number of tables, columns, and indexes in that database.
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4. When the analysis is complete, review the proposed changes the tool makes. Apart 
from the tree-like display, you can use the Generate SQL button to copy ALTER 
TABLE statements to either the clipboard or a fi le that will apply the changes 
suggested to the database.

 Make sure you do not just blindly execute the proposed statements 
against your database!

You must always carefully review anything that an automated tool 
suggests you do to your data. No program can replace your professional 
judgment about whether or not an index is obsolete or required for 
some specifi c reason beyond the computer's understanding.

How it works
The Index Analyzer for MySQL tool connects to your database and retrieves information 
about the indexes defi ned in the database you specifi ed. It then checks for indexes that are 
redundant compared with one or more of the others. It will detect the following situations: 

 Two indexes are completely identical.

 One index is a prefi x of a second longer one. As MySQL can use the second one for 
the same queries (ignoring the superfl uous columns) the shorter index is redundant.
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An index on an InnoDB table is defi ned so that it ends with the primary key column(s). As 
MySQL internally appends the primary key columns, they should be removed from the explicit 
defi nition.  The tree display's root node is the database you selected, followed by the tables 
with redundant indexes. For each table, one or more detail nodes describe the analysis 
results in terms of which index is made obsolete by which other.

Each node also contains a rough estimate on how much space could be saved by dropping the 
redundant index. Note that this is just a ballpark fi gure to get an idea. In the example earlier, 
the actual savings are lower according to the statistics MySQL offers via the SHOW TABLE 
STATUS command: 

Table / Index Index Size before Estimated Savings Actual Savings

dept_emp / emp_no 10MB 5.5MB 4.5MB

dept_manager / 
emp_no

32k 384 bytes 16k

Salaries / emp_no 34.6MB 59.7MB 35MB

Titles / emp_no 11MB 13.5MB 11MB

All tables were defi ned with an extra index on the emp_no column, which was made obsolete 
by the primary key. Note that the difference between estimated and actual savings is most 
signifi cant. This is because MySQL estimates are based on multiples of the data page size—16 
KB—while the Index Analyzer application uses average column lengths.

There's more...
Apart from the Index Analyzer for MySQL available from this book's website, there are other 
tools available for the same purpose as well. If you do not want to, or cannot, install a Java 
Runtime Environment, you might be more content with Maatkit's mk-duplicate-key-checker. It 
is a free command-line tool based on Perl and can be used on a variety of platforms as well. 
You can get it from http://www.maatkit.org including the full documentation. 
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Where to buy this book 
You can buy MySQL Admin Cookbook from the Packt Publishing website: 
http://www.packtpub.com/mysql-admin-cookbook/book.  

Free shipping to the US, UK, Europe and selected Asian countries. For more information, please 
read our shipping policy. 

Alternatively, you can buy the book from Amazon, BN.com, Computer Manuals and 
most internet book retailers. 
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